Muon1 Distributed Particle Accelerator Design
[A project that evolves particle beam systems to increase output power.]
The Neutrino Factory

Of the currently known particles of matter[1], neutrinos are arguably the odd balls of the family.  Triplets of quarks form the protons and neutrons (not to be confused with neutrinos) that make up atomic nuclei, carrying most of any object’s mass.  The electron, part of a family called leptons, is well known to chemists for mediating the bonding between atoms and determines an object’s rigidity.  But the neutrinos, also in the lepton family, were not observed until relatively recently.  In fact they were not discovered, but postulated in 1930 by Wolfgang Pauli to explain a missing component of the recoil of a radioactive nucleus when it decayed[2].  It took until 1956 for an independent experiment[3] to actually detect a neutrino from a nuclear reactor being absorbed by a nucleus (instead of being spat out), thus verifying that it was a real particle that could travel across space and not just a theoretical fudge.
The main difficulty in neutrino detection is that since radioactive decay is a slow process, unlikely to happen at any given instant, then the reverse reaction of a nucleus in the detector absorbing a neutrino is also an extremely unlikely process to happen during the few instants the neutrino is passing through.  The vast majority of neutrinos pass straight through what could be millions of miles of solid matter without ever having a ‘direct hit’.  In fact, if you could place a dot on all the neutrinos near you right now, it would appear as if you were in a snowstorm, with most of them ‘blowing’ from the direction of the Sun’s core (a strong neutrino emitter) straight through yourself and most other objects.  During the night they would still be blowing from this direction, having been through some part of the Earth and coming up through the floor!  This means that any experiment for studying neutrinos in a controlled manner must have a very intense source of neutrinos (a nuclear reactor or better) and a very large-volume detector (modern examples[4,5] being many thousand tons of liquid).
The solar neutrinos quite recently caused a shift in our understanding of the particle, which is crucial to the motivation of this project.  Until the 1990s neutrinos had been assumed to be a completely massless particle travelling at the speed of light (but still carrying momentum).  It had also been determined that there were three types of neutrino, emitted in processes involving the three other leptons (electron, muon and tau) respectively.  The Sun should emit electron neutrinos.  So an experiment[6] was set up to measure how many were emitted from the Sun, but the answer was only one-third the value predicted by considering how hot the Sun is.  This, under most circumstances, is clear evidence that your star’s core is going to collapse and we advise you retreat to a safe distance before watching.  Independent measurements also verified the result, which caused some concern to the scientists involved, until theorists[7] suggested that the correct number of neutrinos were arriving, but had been converted into equal numbers of the three different types along the way.  Their proposed mechanism was a quantum effect called neutrino mixing (or oscillation) that can only happen if some of the neutrinos have a very small but non-zero mass.

The trouble with verifying these oscillations using solar neutrinos is that the Sun’s core is very large and emits neutrinos from many different distances, which will have oscillated different numbers of times, resulting in the oscillations being blurred into the equal-thirds mixing observed.  Nuclear reactor experiments[8] can be more precise, but as the reactor emits neutrinos in all directions equally, the detector does not catch very many at larger distances.  For an accurate measurement, a source is needed that provides a directional beam detectable at a long distance (thousands of kilometres) and this is what the neutrino factory (figure 1) proposes to accomplish[9].  Measuring the oscillation wavelength provides information about how different in mass the types of neutrino are, filling in our picture of the remaining fundamental particles.
[image: image1.png]LEBT:

RFQ:
H-lon gﬁrgy Radin Beam
Source Frequency  Chopper )
Efjﬂ’“ﬁpm Quatipole 180MeV H- Linac
T, UUEIEI Achromat for removing

beam halo

== dadd

Proton bunches compressed ) o [/ coefons freees R Two Stacked Proton
to 1ns duration at extraction Synchrotrons (full energy)
+ Mean power 5MW - 6GeV

« Pulsed power 16 TW « 78m mean radius

- Each operating at 25Hz,
alternating for 50Hz total

Stripping Foil
(H" to Hefprotons)

Two Stacked Proton
Synchrotrons (boosters)
«1.2GeV

+ 39m mean radius
- Both operating at 50Hz

Target enclosed
in 20Tesla
superconducting

solenoid Solenoidal Decay Channel
(in which pions decay to muons) RF Phase Rotation

o s [ AN

o> e,
- U g

(procuces pions from

protons) Proton == Q===

Beam Dump

Muon Cooling Ring

=== —""=="=F" solenoidal Muon Linac to 3GeV

&“"".‘“. - - N (other technologies possible)
s’ "% A“"‘.‘ i [} ° t.-Z .,
i (2':::11(:;!{/) s g’ FFAG Il '% t‘"" ° . .
(8-20GeV)
?% ,5 2 § ¥.%
%’7«'." w‘ ’& "' " (3-8GeV) ‘v

'.'.’

Near Detector

Muon Decay Ring
(munns decay o neutrinos)

[900-1000 m
below ground ]




Figure 1: Schematic of the neutrino factory.
Providing a directional beam of neutrinos is a difficult task because all known natural emitters radiate neutrinos in all directions when at rest.  The neutrino factory uses a particle accelerator to bring particles called muons to nearly the speed of light and injects them into an inclined triangular storage ring, where they decay into equal numbers of muon and electron neutrinos.  If they decay while travelling down a straight side of the ring, the neutrino products are boosted by the original particle’s momentum and leave the ring in a narrow cone of angles centred on that direction, which can be aimed at a remote detector side on the other side of the Earth.  The muons reach speeds of between 99.9986% and 99.99965% of the speed of light, or energy-equivalents of 20​–50GeV per particle, depending on the design, which give cone opening gradients of between 1/190 and 1/380, so the beam could still be as much as tens of kilometres across on arrival at a far detector, but this is still much better than spreading them uniformly across the other side of the Earth.

This method relies on the fact that muons are unstable and rapidly decay to neutrinos (with mean lifetime of 2.2 microseconds at rest), so a facility for creating muons when needed is also required.  Currently, the best known way of doing this is with a high-power (~4MW) pulsed proton accelerator that irradiates a target material (in the UK design a tantalum or tungsten rod).  In fact, the target first produces even shorter-lived pions (lifetime 26ns) in copious quantities, which then decay to muons while in flight.
The timescale for building the neutrino factory is not yet set, owing to its high estimated cost of several billon (in any major currency other than yen), though this is smaller than the cost of the existing LHC project at CERN, due for start-up in 2007.  Around 2009–10 the analysis of LHC data will begin to constrain proposed new theories of physics sufficiently that a decision can be made on whether it is more important to find out more about the neutrino sector, or to run over the LHC discoveries with a proposed higher precision (but lower energy) machine known as the linear collider.  Finally, there is an extension of the neutrino factory called the muon collider, which provides a physics reach that for the most part exceeds all the other machines so far discussed.  As something still more complex than the neutrino factory it is currently considered quite speculative, though results from the MICE experiment[10] at the Rutherford Appleton Laboratory[11] may verify one of its key technologies, muon cooling – or shrinking the muon beam for more focussed collisions, in an engineering sense.
Muon1: Front End Simulation

One of the most critical parts of the neutrino factory as regards production efficiency is the section in which pions and muons are captured from the target and confined magnetically into what will become the muon accelerator pipe.  The pions are unfortunately emitted in all directions from the target (as shown in figure 2) with a skew towards forward-going particles coming from the original proton beam’s direction, so many are lost at this stage.  Powerful magnetic fields generated by solenoids (20 Tesla at first, reducing to 4 Tesla for larger apertures) cause the particles to spiral along the field lines directed down the accelerator pipe.  The beam also contains particles with a variety of energies, which must be normalised to a smaller range before use in an accelerating section.  This capture and pre-processing stage is known as the muon front end.

[image: image2.emf]
Figure 2: Pions seen shortly after leaving the rod surface and travelling in all directions.
The Muon1 particle tracking program was developed to simulate the different front end variants under consideration, starting from the distribution of pions as they leave the target rod and calculating their path through the magnetic fields and other components, including the time when they decay to muons, which alters their direction of travel.  Hitting the coil of a magnet, going backwards, or hitting any other obstruction causes a particle to be lost.  Muons that survive to the end of the channel with an acceptable energy are counted and the yield is expressed as their fraction out of the number of original pions emitted from the target.
Beginnings of the Project

The design of the muon front end, which began with the decay channel, permitted a wide variety of solenoid arrangements along the axis of the accelerator, subject only to bounds of engineerability on their size, separation and peak field.  An example design had been provided to me in 2001 by Grahame Rees, who had done some concept work on the channel and wanted someone to do three-dimensional simulations and more thorough optimisation of the possible designs for improved muon yield.  Working at that time only as a summer student during my mathematics course at Oxford, I simulated the original channel and naturally wondered how to search for other, better designs in such a wide range of options.
The original Muon1 program (v1) did the simplest possible thing: simulate completely random designs and log them to a file together with the resulting yields!  In fact the designs were not completely random at this stage as I had blocked the components together to reduce the number of variables: three sections of the decay channel would follow a pattern, each determined by a few random parameters.  This produced a distribution of yields, mostly (unsurprisingly) below the baseline design but with some rare ones exceeding it.
The simulations took quite a long time to run, about 20 minutes even with the reduced number of particles (2`500 then 10`000) used in the early versions, which was tedious when waiting for a rare good design.  So the very first ‘users’ of Muon1 were a friend from school and three people from the United Devices (cancer research) message board who I had managed to persuade into diversifying.  They submitted their results to me as e-mail attachments that I saved in text files “results_Username.txt”, a convention that survives to the present day in the Muon1 database.
Muon1 v2 included for the first time a configuration file and a graphical results viewing utility.  The number of users had increased to 14, but the e-mail submission system still worked and continued to do so until the 2002-03 timeframe when in v4.04 I transitioned over to having the program automatically start an FTP script that sent to my server, mainly because manually unpacking a dozen or more result file attachments every evening was becoming a bind!  Soon afterwards the FTP servers themselves were also distributed[12] to allow results to be sent even when one was down.  Finally in 2006 an HTTP results sender was added to v4.43 to help with restrictions often placed on FTP programs by firewalls.  The resulting network architecture is shown in figure 3.
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Figure 3: Flow of data through the Muon1 distributed project network.
User participation continued to increase over time with the development of the project website[13] and user statistics tables.  It increased from 27 to 148 during the version 3.x series (in which the genetic algorithm was introduced, see next section) and version 4.x has had 2`328 users in total, of which 231 have uploaded results in the last month at the time of writing.  Two things in particular were often cited as making the project popular: the detailed 3D animation of the particles progressing through the accelerator as they are simulated (figure 4) and the fairly direct application of the computed designs to the construction of a real machine, with improvements in its power and efficiency.
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Figure 4: Pions and muons, coloured by energy, are shown moving down the solenoid channel in a typical Muon1 simulation.

Genetic or Evolutionary Algorithms

The original method of simulating random designs is, of course, inefficient where information from the yields of previous designs can be used to increase the likelihood of discovering other higher-yield designs in the future.  The set of numbers defining a particular accelerator design can be likened to the genome of an organism in an evolutionary analogy where its survival fitness is equal to its muon yield.  The earliest examples of genetic algorithms[14] followed the DNA analogy to the letter, generating a ‘population’ of initially random binary strings (genomes), then performing artificial selection to eliminate a large proportion of them before the remaining good strings were allowed to ‘mate’ in a process that mixed blocks of the parent binary strings together (genetic crossover) and occasionally flipped a few bits (mutation).  These offspring then formed the population for the next generation and the process repeated many times, with the removal of the least-good designs biasing the distribution of strings towards areas in which the higher scoring designs are to be found.
There are a few reasons why this is not the most efficient implementation to choose, particularly when the evaluation of each genome’s figure of merit is already a computationally intensive process.  One is that the scores of the previous generations are thrown away every time, when in reality they may still provide useful signposts to the location of high scoring areas.  So in Muon1’s algorithm no information is thrown away, all successive results are recorded in a file.  Another modification is needed because the binary genetic algorithm has no concept of continuously-varying parameters, instead treating their floating point representation as just another binary string and producing ‘corrupt’ values that may be nowhere near either of the two parents on crossover.  Although this could be seen as introducing a little more mutation into the system and therefore harmless, Muon1 took the approach of using continuous parameters and analogous operations to crossover (where values themselves remain intact, like individual bits) or mutation (where increments are chosen from a continuous distribution of values).  This continuous parameter system also naturally allows other ways of generating new genomes, such as taking a weighted average of two lists of values, an operation that is not possible using binary strings.
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Figure 5: Projection of a user’s result evolution through the design space into two dimensions.  White indicates the highest scores, through to blue for the lowest.  Notable features include: clustering around the highest scores; bridging between two particular high points in search of an optimum between; a diffuse blue ball of randomly-generated results at the bottom; and six separate pathways optimising out from the blue ball, caused by the program being run from scratch on six separate computers for a period, each one going its separate way.
An algorithm of this sort was version implemented in Muon1 v3 and within days users noticed that the muon yields were being pushed up a lot faster than with previous versions.  An example visualisation of a large set of results obtained by a user while evolving towards the optimum is shown in figure 5.  The results from the early runs with roughly a dozen parameters were encouraging enough that the next step was to allow every component in the decay channel to vary separately, giving a very large 137 parameters, which also optimised successfully and exceeded the baseline.  As the former 12-dimensional design space was a subset of the 137-dimensional one, it is garaunteed that the peak design in the larger space is at least as good as that in the smaller one, the only question is how to find it.
This method of specifying a design range instead of a single design to feed into a computer code struck me at the time as a particularly powerful way of doing engineering problems.  The combination of a range with a figure of merit is enough (theoretically) to specify the optimal design, the remaining work being to find an efficient enough way to search the space (the optimiser) so that a design of performance near the optimum is actually found.  A lot of work has been done by skilled people that is actually of this nature – manual optimisation and re-simulation of designs.  While the human may take fewer goes to find the optimum due to intuition, the computer will work tirelessly and may even explore avenues that human prejudice has blocked off along the way.  A combined approach with the human specifying the higher-level goals and ranges and the computer hardware doing the ‘knob twiddling’ would seem to be the most efficient.
With this in mind, I decided to create an input format for Muon1 that specified not an individual accelerator, but an N-dimensional design space of possible accelerators, with an fixed design being the special case where N=0.  These files are known as lattice files and are dynamically updated from the internet onto the user’s client programs, meaning the turn-around time for creating a new optimisation is as little as it takes to specify the accelerator range in the lattice language and upload it to the website.  These lattice files define how to interpret a genome generated from the cumulative Muon1 result file by the optimiser into a particular accelerator that can be simulated in order to calculate its yield, the process shown in block form in figure 6.
[image: image6.png]Periodic flush  Sample results

to network from network Lattice files

synchronisaton

Previous
genomes
and scores

New genome

New result
(genome with _
yield score) | Simulate «——— | Parser Laftiflece

Accelerator
design





Figure 6: Cycle of operation of the Muon1 client program on a user’s machine.
Current Status
After success with the decay channel alone, the project moved on to simulating larger sections of the accelerator, including the decay, with the idea that co-optimisation of two of three successive parts of an accelerator will produce higher possible yields than separate optimisation of each part with some assumption about the other.  Although yields on these newer optimisations do generally increase with time, some particular sections appear to be much harder for the program to find a good design for than others.  The sections in question are sequences of accelerating cavities, which use a sinusoidally varying electric field to speed up and slow down parts of the beam.  Conventionally, they are phased in synchronsiation with the beam coming through so that the beam always sees the accelerating part of the field, although other combinations of phasing may do different things to the time vs. energy structure of the beam, for instance as used in the phase rotation part of the muon front end, where the energies are converged to a band rather than all increased.  This was a topic of investigation over the summer of 2006, the conclusion being that the many-dimensional landscape of yield produced by these components is much bumpier than with other components, so future optimisation may have to take this into account or by assumption confine itself to relatively safe areas of the terrain. 
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